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Introduction and synopsis 
Kaila Colbin, VortexDNA 

Seven participants, seven wise people, seven sages stepped up to the plate to respond to my challenge 

and join the Rising Star Dream Team. Their brief was simple and unconstrained: write your thoughts on 

The Future of Search. 

I am in awe of the contributions I received for our collaborative report. From multi-page treatises to 

paragraphs of stream of consciousness, the submissions were thoughtful, provoking, and informed. 

When I began this exercise, I thought I’d get a bit of information here and there, and I’d put it all 

together into one post, maybe two. Instead, I find myself introducing here a compilation of reflective 

wisdom, at times contradictory, at times in alignment, always intriguing. 

Henry Ford, who was known for his effective turn of phrase, once said, ‘If I’d have asked people what 

they wanted, they would have said a faster horse.’ One of the really interesting things about the 

contributions on the future of search was that very few people suggested a faster horse. 

I’ve broken this summary down into some of the recurring themes:  

 Searchless search  

 Collaborative search  

 Search that understands  

 Contextual search  

 User interface  

The bottom line response, nearly universal across everyone who participated, is this: 

Search has the potential to look dramatically different from how it looks today. 

The fact that the current standard hasn’t changed significantly over the past ten years doesn’t mean it 

won’t. From search that goes with you to search that understands you to search that you co-create, 

we’re not done innovating.  

Never bet against the infinite power of human creativity. 

Searchless search 

In a dramatic example of not offering a faster horse, more than one contributor talked about the tables 

of search turning from seek to receive. Essentially, they said, search as we know it will either cease to 

exist or cease being the dominant paradigm. Just as RSS feeds transformed the way we absorb news and 

http://blog.vortexdna.com/
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blogs, there’s the potential for search to become a more passive process, where relevant content comes 

to the user. 

Raf Manji had this to say: 

We will no longer search for stuff we will simply receive what we need. Search is an external process: I 

am looking for something. Receive is an internal process: I have everything I need inside me.  

Nitin concurred, offering the possibility of ‘notification’: 

This can be best explained as a Reverse search, where it is the content that finds the user - thus turning 

the concept of search on its head. 

Don’t think there’s any way to obliterate search as we know it? Perhaps not… but perhaps.  

Collaborative search 

The report itself is an example of how collaboration is exponentially greater than individual effort. Trust 

me, I could not have come up with it on my own! By distributing the effort we ended up with something 

complex, intriguing and thought-provoking. 

At least three people pointed out that the concept of collaboration can and should be applied to search. 

Branton’s entire piece was on empowering people—everyone—to participate. 

However brilliant the engineers are at Google, or Hadar Shemtov and his Natural Language team at 

Yahoo! are (and they ARE BRILLIANT), there is no way of outsurpassing the creative brilliance of millions 

of people collaborating to create a better search. 

Charles was equally passionate, naming his piece ‘Collaborate or Perish’. From his perspective, though, 

the collaboration must occur among the many alternative search engines that are out there: those who 

are already innovating, disrupting and shifting paradigms as if their lives depended on it. 

This probably won’t surprise anybody, but the Future of Search rests with the 100 or so best Alternative 

search engines. 

Visit my blog (”Visit my blog, please!”) and you can scroll to your hearts content until you are convinced 

that they already have all of the innovation that they need to go after the Big G. But, and this should be 

the “but” heard ’round the blogosphere, they have been, they are, and they will be just so many gnats 

on an elephant’s back as long as they remain separate. 

What would worry you most: 100 little BBs, 10 bullets, or one cannonball coming at you? Which would 

you prefer on your arm, the soft rays of the beach sun, or the same rays focused to a super-hot point 

with a magnifing glass? (There’s that new UI again!) How about a drag race between a Corvette and 

thirty 10-hp mopeds, or one 300-hp Camaro? There is strength in numbers, but not when they are 

individually wrapped. Collaborate or Perish. If the Alts don’t begin their collaboration now, the Google 

cycle will just continue unchecked.  
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Ran also touched on the concept, but in his piece it was in the context of distributed crawling: 

The future of the crawlers should be in diverting resources from hundreds of centralized crawlers to the 

millions of users surfing the web. Let the user’s computers act as crawlers. This will save bandwidth and 

be much more efficient in finding the “dark parts” of the web. I actually think Google is already utilizing 

this method when we use some of its free software. They of course ask our permission to do so as they 

should.  

The trend is clear, and it looks like we all recognize it: the more we can tap into the power of people, the 

greater chance we have for success. 

Search that understands 

AKA semantic search. Search that derives meaning from your query and delivers results based on the 

meaning, not the words. 

Andrew had a lot to say about this one: 

Most users will not ever use the advanced features of an engine like Google. To reach them, we need a 

way to produce semantically meaningful queries to match the semantically meaningful data that will be 

out there on the web. How can we do that? I think the answer lies in context. Assuming that the search 

engine doesn’t understand a word that you say when you type in a sequence of search keywords, it 

makes sense that the relevance of the results will decline as the number of possible misinterpretations 

increases. The English language, or any other natural language for that matter, is full of so many nuances 

and alternate meanings for each significant word that the space of possible interpretations for each 

word increases dramatically. As a consequence, the chances of a search engine being able to deliver 

relevant results are bound to decline at a similar rate. In fact, the problem is worse than that. The rate of 

decline of relevance is going to be the product of the probabilities of getting the sense of each word 

right for each word in the query. If there are five ‘senses’ to each of two words in a search string, then 

the chances of you getting the right result are going to be one in twenty five. A long shot. There are 

various heuristics that can be used to shorten the odds. But in the end, you’re never going to 

consistently get decent results out of a machine that doesn’t understand you or the documents that it 

has indexed. Enter the semantic web.  

Read more in his complete essay. 

He wasn’t alone, either. Ephraim touched on it: 

In ten years search will be in the form of an electronic assistant, most likely activated by voice. Users will 

talk to their assistant and describe what they are looking for. The assistant will use a rules engine in 

order to “understand” (i.e., place in its proper context) a query. When necessary the assistant will be 

able to ask questions in order to narrow the search down. 
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The search assistant will also learn from previous search queries in order to understand individual 

phraseology quirks of the user. Much like speech recognition can understand a word spoken in English 

by an Australian, British or American speaker. 

As did Ran: 

Currently, we as users need to rewrite the way we speak in order to interact with a search engine. Many 

times we need to completely rephrase a sentence so a search engine will “understand” it correctly 

(hopefully). No doubt, there is a need to solve this problem. Again, this is not the case when the search 

query is simple and contains only few and straightforward keywords. Unfortunately, many times this is 

not the case and a good search engine should be able to analyze the meaning of our search query. 

Semantic search engines are on the right path. 

Contextual search 

Andrew also went into a thorough exploration of contextual search, what he calls embedded search: 

In my case, I spend most of my day inside a programmer’s IDE (integrated development environment) – 

like a glorified text editor for source code. When I’m in there I’m constantly faced with little puzzles that 

crop up to do with the program I’m writing. When I need to get a piece of reference information I have 

to come out of the IDE and call up a browser and perform the search in that before switching back to 

what I was doing. That context switching is distracting and I’d prefer the whole experience to be 

smoother. In addition to that, there is a whole bunch of contextual information that exists inside of the 

application that is (potentially) germane to the search I’m doing. Embedding the internet search facilities 

inside of general purpose applications such as my IDE provides a wealth of information to the search 

engine with which to automatically filter the results or to target the search.  

User interface 

Finally (for now), more than one participant discussed the user interface. Ran was firm on this one: 

If a search engine conquered all the technological barriers but the presentation layer isn’t good it failed. 

The presentation is the place where the user sees the results returned in response to a query. If the 

results weren’t good enough, the search engine should supply an easy way to refine them. The user has 

very little tolerance, the interface should be highly intuitive and fast.  

Giving too much information around the results is a big mistake, since the user will get lost. Too much 

flash and animation is cool and fun but not in the long run. When a user is looking for information it 

should be to the point.  

Nitin also spoke about the importance of the interface, concurring that it has a dramatic impact on the 

effectiveness of a given search technology. 

 



7 | P a g e   h t t p : / / b l o g . v o r t e x d n a . c o m  

 

Search engines of the future will likely implement completely new paradigms for users to navigate and 

view search results. Often, meta-results - representing information about the results - are as important 

as the results themselves: users can figure out where a given result fits into the overall universe of 

results, and find the related results to an item of interest that has been found. 

Our writers travel down many more paths in these pages; read on, and welcome to the discussion. 

On a final note, this collaboration is an open and inclusive effort at bringing together thinking minds. If 

you are at all inclined to participate, please don’t be shy; email me at kaila@vortexdna.com. 
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Andrew Matthews 
The Wandering Glitch 2 

The future of search lies in finding ways to bypass search engines altogether. Where information exists 

locally to make sense of what you’re after it’ll be used to create better searches. Data mining will be 

used to form a picture of what results go together, and what meanings a user attaches to a word. 

Alternative, unambiguous entry points to the web, like spatial search, will provide alternative, quicker 

routes to data for compatible hand-held devices.  

When the mass of data finally overwhelms the conventional search engines, something will have to give. 

If we want our data out there being used, we will have to transition our content over to semantic web 

technologies. These technologies provide solutions to developers seeking smarter software, and provide 

search engines with a way to give better results. New user interface idioms will have to be invented, but 

in the end the web will be a better place to live. Personally, I can’t wait!  

Crisis? What Crisis?  

Search engine technology faces a pressing challenge. The challenge is to quickly yield relevant results 

from the avalanche of data we are producing. It’s not enough to find the data eventually - search 

engines must find the right data immediately. They must deduce what 'right' means for a query, and 

that requires a level of understanding they don’t currently have. Every three years the data we produce 

doubles - in the next three years we will have three times as much data as we created during the whole 

of history up to 2007. By 2010 search engines will have to work three times harder than today, or be 

three times less discriminating. Surely, incremental fixes to search algorithms can’t keep up?  

Perhaps ‘avalanche’ is not the right term – ‘lahar’ is more appropriate. A lahar is a colossal down-

pouring of mud and water. Along with the water comes a variety of unwelcome dross. How do you 

distinguish worthwhile content from dross? Sometimes it is not easy. The continued success of Nigerian 

con-artists seems to show that many people naively believe everything they read. Deducing authority, 

accuracy and relevance is hard to automate. Search engines assume that if many others link to a page 

then it must be valuable and so rank it higher. That approach cannot hold up under the relentless lahar 

of dubious data. When working on the web you have to filter data manually. As the web grows, your 

role in the search filtration process will grow all-consuming, unless a revolutionary change is brought 

about. Search engines that rely on reputation face the dilution of the very data they work with. Web 

users can’t keep up with (or find) the flow of worthy data – so the worthy data isn’t linked to and 

ranking algorithms the search engines use become useless. They are useless as a judge of truth.  

Tim Berners-Lee has identified ‘trust’ assessment as a major component of his vision for Web 3.0. It’s 

hard to see how current search engines can contribute to his vision. The difficulty with performing 

searches based on natural language search terms is that natural language allows many meanings for 

words, homonyms, synonyms and a wealth of nuance for each individual word in a search. There are 

twelve synonyms of the word ‘search’. Can they all be used interchangeably? The answer is no, they all 

mean something slightly different, and so probably should return a different result set. The space of all 

http://aabs.wordpress.com/
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possible meanings grows enormously as the complexity of the search increases. The average relevance 

of each search result goes down relative to the complexity of a query. Automatically clarifying a search 

query is a challenge that will not be solved by 2010, but just stating the problem points to some 

interesting solutions based on present day technologies.  

Why is search important?  

Consider the trend - we are conducting more and more of our professional and private lives online. We 

have the communications protocols to allow any connected individual to converse with any other. We 

have the means to share our thoughts with everyone else in the world that cares to know them. As a 

computer programmer, I spend a significant portion of my working life searching for information 

relevant to the problem I am trying to solve. Things that prevent me from achieving my goals are 

therefore a direct cost to my clients and to me. They reduce my productivity and increase the cost to my 

clients of getting new software developed. It is hard to underestimate the cost to an economy of search 

engine inefficiencies.  

Inefficient search technologies engender cognitive dissonance - just at the point that we need 

information we are forced to context switch into a battle of wits with a search engine. It prevents us 

from entering the flow. The knock-on effect of stopping us from being able to smoothly transition 

between the data we have and the data we need is another economic cost. It reduces our job 

satisfaction, forces us to perform below peak and frustrates us. Our morale is weakened by the poor 

search technologies we have to work with!  

Semantic Search  

So much for the problems. What of the solutions? How can search be improved to lessen or eliminate 

the costs to our productivity and fun? Well the solution exists in three parts - preparing a query, 

performing it and presenting the results. In addition we need to solve the problem of how to prepare (or 

reveal) data so that search engines can query it. The issue of data and query formats falls broadly within 

the category of "semantic web" technologies. Next generation data formats are undoubtedly are a 

necessary component of future search, but they are not sufficient - semantic web query languages are 

beyond the reach of everyday users.  

I have endeavoured to bring semantic search into the domain of the commercial programmer with my 

LinqToRdf project. What I have done, though, is to replace one formal language for another. For 

semantic search to become a commercial reality on the desktop, we must devise user interfaces that 

hide or simplify the searching experience. Google already provides ways to build complex queries that 

filter my results better. Yet, for most searches (of which I must perform dozens every day) I stick to 

keyword searches. Most users will not ever use the advanced features of an engine like Google. To reach 

them, we need a way to produce semantically meaningful queries to match the semantically meaningful 

data that will be out there on the web.  

http://en.wikipedia.org/wiki/Flow_%28psychology%29
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How can we do that? I think the answer lies in context. Assuming that the search engine doesn’t 

understand a word that you say when you type in a sequence of search keywords, it makes sense that 

the relevance of the results will decline as the number of possible misinterpretations increases. The 

English language, or any other natural language for that matter, is full of so many nuances and alternate 

meanings for each significant word that the space of possible interpretations for each word increases 

dramatically. As a consequence, the chances of a search engine being able to deliver relevant results are 

bound to decline at a similar rate.  

In fact, the problem is worse than that. The rate of decline of relevance is going to be the product of the 

probabilities of getting the sense of each word right for each word in the query. If there are five ‘senses’ 

to each of two words in a search string, then the chances of you getting the right result are going to be 

one in twenty five. A long shot. There are various heuristics that can be used to shorten the odds. But in 

the end, you’re never going to consistently get decent results out of a machine that doesn’t understand 

you or the documents that it has indexed. Enter the semantic web.  

The semantic web is all about providing a means to be completely unambiguous about what you are 

talking about. The markup languages devised by the W3C and others are aimed at allowing content 

writers to provide clear and unambiguous meanings to terms. Specifically they allow one to distinguish 

between the uses of a word by attaching a URL to the sense, which being unique gives a unique sense to 

the search term. Obviously, if terms are unique then the queries against them can also be unique by 

referencing the term of interest. The adoption rates for semantic web technologies has not so far been 

meteoric, and I think that that is as much to do with tool support as with any innate pessimism about 

reaching a consensus about how to model your data. 

I think that HTML would have taken much longer to reach saturation point if there had been no 

WYSIWYG editors available. What is needed to make data on the web (and the queries about them) 

more meaningful is a revolutionary new interface to the semantic web schemas that are available for 

querying. Perhaps what is required is for a predictive lookup extension to the good old textbox that will 

offer you an intellisense type lookup so that as you type a term into the textbox it looks up the available 

senses of the term from the search engine. Examples of this are on display in the text entry boxes of 

Freebase. These senses can be derived from ontologies known to the search engine. If the context of 

what you’re working on allows it, the right ontology type can be preselected as you perform a search.  

Just as context provides the way to isolate the specific meaning of a word in a sentence or a query, so 

too does it provide a way for future search tools to generate intelligible queries. The price of being able 

to make meaningful queries and get meaningful answers is that someone somewhere has to compose 

their data in a meaningful way. Meaning is a tricky word – here I mean complex structured data 

designed to adequately describe some domain. In other words someone has to write and populate an 

ontology for each domain that the users want to ask questions about. It's painstaking, specialized work 

that not just anyone can do. Not even a computer scientist - whilst they may have the required analysis 

and design skills, they don't have the domain knowledge or the data. Hence the pace of forward 

progress has been slow as those with the knowledge are unaware of the value of an ontology or the 

methods to produce and exploit it.  
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Compare this to the modus operandi of the big search companies. Without fail they all use some variant 

on full-text indexing. It should be fairly clear why as well - they require no understanding of the domain 

of a document, nor do their users get any guarantees of relevance in the result sets. Users aren't even 

particularly surprised when they get spurious results. It just goes with the territory. Companies that 

hope or expect to maintain a monopoly in the search space have to use a mechanism that provides 

broad coverage across any domain, even if that breadth is at the expense of accuracy or 

meaningfulness.  

Clearly, the semantic web and monolithic search engines are incompatible. Not surprising then that for 

the likes of Microsoft and Google the semantic web is not on their radar. They can't do it. They haven't 

got the skills, time, money or incentive to do it. If the semantic web is to get much of a toehold in the 

world of search engines it is going to have to be as a confederation of small search engines produced by 

specialized groups that are formed and run by domain experts. In a few short years Wikipedia has come 

to rival the likes of Encyclopaedia Britannica. The value of its crowd-sourced content is obvious. This 

amazing resource came about through the distributed efforts of thousands across the web, with no 

thought of profit. Likewise, it will be a democratized, decentralized, grass-roots movement that will yield 

up the meaningful information we all need to get a better web experience.  

One promising direction in structured data is being taken by Metaweb (founded by Danny Hillis, of 

Thinking Machines fame) whose Freebase collaborative database is just becoming available to the 

general public. It uses types in a way similar to OWL, and has a very simple and intuitive search 

interface. It provides a straightforward means for creating new types and adding data based on them - 

critical for its data to flourish.  

My own experience in creating types to describe Algorithms and Data Structures was encouraging. I 

seeded the database with a few entries for the most common examples and was able to link those 

entries to textual descriptions found in Wikipedia easily. Within a few weeks the entries had been 

fleshed out and many more obscure algorithms had been added by others. If this group of Freebase 

types continues to gain attention, it may become a definitive list of algorithms on the web acting as a 

main entry point for those wishing to research potential solutions to their programming problems.  

Perhaps islands of high quality structured information may become the favoured web entry points. 

Users may trace links out of an entry in Freebase to areas where HTML anchors are all that they need to 

follow. Perhaps structured data can be used to disambiguate queries on conventional search engines – 

There may be many homonymous entries in freebase, and reference to the specific freebase type may 

help the search engine to filter its own results more effectively.  

This crowd-sourced approach to creating structured data on the web is obviously going to help in the 

creation of isolated areas of excellence like Freebase and Wikipedia. Can it help to displace the mass of 

unstructured data on the web? I don’t think so. Our exponential outpour of data will mostly be in the 

form of video and audio. Without sophisticated image and voice recognition systems, search engines of 

any type will not be able to index them.  

http://en.wikipedia.org/wiki/Metaweb_Technologies%2C_Inc.
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Metadata in RDF or OWL format is being used to describe the binary data out there on the web, but that 

is equivalent to only indexing the titles of documents while ignoring their content. Microsoft and Google 

both seem ambivalent towards the Semantic Web. Unofficially, they claim that they don’t believe in the 

semantic web, but in recent months Microsoft has released media management products that are based 

on the W3C’s RDF and OWL standards. They claim that semantic web technologies overcome problems 

they could not solve using conventional techniques.  

Embedded Search Tools  

At the moment search engines are stand-alone. They are cut-off from the tools we are using them to 

gather data for. In my case, I spend most of my day inside a programmer’s IDE (integrated development 

environment) – like a glorified text editor for source code. When I’m in there I’m constantly faced with 

little puzzles that crop up to do with the program I’m writing. When I need to get a piece of reference 

information I have to come out of the IDE and call up a browser and perform the search in that before 

switching back to what I was doing. That context switching is distracting and I’d prefer the whole 

experience to be smoother. In addition to that, there is a whole bunch of contextual information that 

exists inside of the application that is (potentially) germane to the search I’m doing. Embedding the 

internet search facilities inside of general purpose applications such as my IDE provides a wealth of 

information to the search engine with which to automatically filter the results or to target the search.  

This extra context enhances the accuracy of results but in the final accounting it is just extending the 

lifespan of the free text search paradigm, without properly bridging the gap between meaningful and 

meaningless queries and data. To go beyond the limiting technologies in use at the moment we will have 

to search for new representations of data and use those as the context in which we ask our questions. 

For example, the current documentation that we write for our source code is derived from HTML and 

contains links to other classes and systems that we use. If the documentation that came with code was 

derived from a ontology, and it linked to other ontologies describing the systems our code uses and 

interacts with, then the documentation could be mined as a source of context information with which to 

produce a semantic search query.  

Imagine that you are an engineer and are producing a quote for one of your clients. Imagine that you 

needed to put the price for a gross of sprockets into the invoice. To do that you need the price from one 

of your supplier’s online catalogues. The fact that your suppliers are referenced in previous invoices 

should allow an embedded search engine to query the supplier’s catalogue (an ontology) using semantic 

web technologies. The context is derived from a mix of internal knowledge of what task you are 

performing, and what pattern of relationships you have with suppliers that helps you to fulfil orders. 

Embedded search engines will rely on the pervasiveness of structured data both inside and outside of 

the enterprise. Without them, they will have just as hard a time making sense of a query as any general 

purpose search engine.  
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Statistical Models and Search  

A viable short term solution to the problem of injecting meaning into a search query and matching it 

with the meaning in a document is to exploit data mining. Data mining can be used to help make 

predictions of the meaning that is likely to be attached to a term by a user. In just the same way that 

Amazon looks at what books a user has, and what books they click on, and how they purchase books, so 

too can a modern search engine gather data about what you search for, and what results you clicked on 

from what was offered.  

In essence, there is very little difference between the task performed by the Amazon web site and that 

performed by an internet search engine. A store like Amazon is a vast collection of data items that can 

be searched against. Each user that searches has a particular ‘best result’ in mind, and when they find it 

they select it (by buying it, viewing it or adding it to a wish list or shopping cart). Similarly a search 

engine is used in the same way – in this case the results are given away, but the dynamics are the same 

– users determine from the metadata provided whether a given result is a close enough match for what 

they were after. If it is, then they will click on it.  

Each time a user clicks on a link, they are providing some information back to the search engine that can 

be used to tune the user’s search in future. Search engines can use models that can be used to prioritize 

the results that are offered next time that user (or one like them) searches. Needless to say, the data 

generated in this kind of system would be truly gigantic. As the internet grows, this metadata will grow 

at an exponential rate. The only way to avoid this kind of exponential curve is to increase the 

information density of the data on the net, or to increase the hit rate and the efficiency of the process of 

finding results. Again, the practicalities of dealing with data sets as big as the web point to the need for 

some fundamental revolution in data storage and search.  

Geospatial search  

When you perform a search on the internet you are diving headfirst into a wide sea of data. The data 

you are after is like an island in that sea, but you might dive in a long way from where it is. The place 

where you dive in is critical to your success, and geospatial search may provide the solution by providing 

a natural and unambiguous point of entry into the data space. Much of the data that we place on the 

web has a natural home location, and that can be used to bring relevant data to the fore. Rolf Landauer 

once said ‘information is physical’. Information cannot be had about anything other than physical things, 

and it cannot be represented on anything other than physical objects. Information itself is the structure 

of the universe.  

Although we seldom think of it that way – search technology is really an extension of the senses. It 

allows us to peer into other places and times. All information is tied to specific geospatial and temporal 

locations. Mostly, we are not in the habit of taking much notice of these ambient contexts that are often 

the only concrete links between facts in the world.  
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Some years ago, I was sat daydreaming in a coffee shop near where I lived. While looking out of the 

window at some old shops across the road I wondered what would happen if I was able to call up the 

information related to those shops just because I was sat near them. Each shop was inhabited by a 

business, each business was but one of a long line of inhabitants, and each inhabitant would have a huge 

network of public and private relationships that in some sense defines them as an entity.  

I imagined that I had a GPS enabled device that made use of a protocol similar to the DNS domain 

naming service. DNS divides web sites into a partly spatial and partly logical or commercial hierarchy. 

The process of searching for the web site of one of those businesses would involve sending a query up 

the line from the domain I was on, till the query got to a DNS server that knew how to route the query 

to the DNS servers for the host of the website I was after. A spatial query engine would add another 

level of searching over the top of DNS, mapping spatio-temporal coordinates onto the conventional DNS 

naming system.  

I wondered whether a means of search based on geographical location might not be more sensible. 

Imagine that the search results were prioritized according to physical and temporal distance from where 

and when I was. This would be an alternative name resolution strategy that would give me the locations 

on record for the shops across the road. From there I could navigate the local patterns of the publically 

accessible relations for the entities that I had found. If I requested the spatial search, the first result on 

the list should be the coffee shop I was in (plus any other companies or individuals that were in other 

floors of the building). Following that would come any entities nearby, in order of distance. Perhaps I 

could point my handheld device at the shop (say it’s an art gallery) and a digital compass might deduce 

the direction I was pointing in and filter the results for me to just that sector I was pointing in up a 

certain distance.  

The gallery is a business, and as such it is (in the UK at least) obliged by law to file its accounts with the 

government organisation called Companies House. These links should be accessible, since the gallery 

would (by virtue of renting space in the real world) have a claim on the virtual space of the search 

engine. All that is required to get the company accounts would be for the company accounts to be 

online and indexed to a specific company that has a registry entry in the spatial search engine. I then 

imagined that getting the data for the gallery opened up a path to a whole bunch of other information 

that flowed out into other sites. Perhaps images were available for all the works of art on sale.  

Perhaps from there I could navigate to the sites of the artists that I liked. Perhaps I liked one of the 

pictures the gallery had on display. Perhaps I finished my coffee, and crossed the road and took a look? 

This kind of entry point might make a difference to the number of passers-by that went into the gallery. 

The spatial search entry point to the web gives way to conventional web browsing, without any of the 

intermediate head scratching.  

This spatial search can of course tie in both with the new generation of GPS enabled multi-purpose 

mobile devices that are now coming onto the market. It could also dovetail nicely with existing spatial 

search engines such as Google Maps or Live Earth. Spatial search creates a direct and meaningful 

structure in the virtual space that easily correlates to our real space. Spatial addresses may well provide 
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a more powerful entry-point into the mass of data that we are trying to negotiate than a mere keyword 

search. The problem with text indexing and keyword searches is that they carry too many possible 

meanings for what you were after, and the relevance of the results decreases in proportion to the 

number of possible interpretations. GPS at least is precise and unambiguous, and soon to be available in 

every phone...  
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Branton Kenton-Dau 
VortexDNA 

A couple of days ago Kaila Colbin, VortexDNA’s dream blogger, asked me how I saw the future of search. 

I’m not the only one with a view on this and I hope you will make a contribution as well. I say that not 

just to be polite but because the one thing I have learnt since I last wrote about search is the power of 

mass collaboration. 

Two weeks ago I bought a book called Wikinomics, How Mass Collaboration Changes Everything by Don 

Tapscott and Anthony D. William. On the flight back to New Zealand from San Francisco I read the first 

100 pages (it had been a long week). It certainly changed - or rather confirmed - everything my 

awareness has been inching towards. 

Mass Collaboration is the reason why Marc Andreessen can write: 

No single closed service, no matter how good, and no matter how big, could compete with the diversity 

of thousands and then millions of web sites that were customized to every conceivable user interest and 

need. 

However brilliant the engineers are at Google, or Hadar Shemtov and his Natural Language team at 

Yahoo! are (and they ARE BRILLIANT), there is no way of outsurpassing the creative brilliance of millions 

of people collaborating to create a better search. 

When I read something I believe, there does not seem to be any point continuing in the old mode any 

longer. As soon as I got off the plane we opened up the next generation of the MyWebDNA browser 

extension to the world. If VortexDNA is in the market to provided a more relevant Web - a totally 

personalised Web - there is now in my mind only one way to make that happen - by harnessing you and 

me and you and you… Jimbo Wales, founder of Wikipedia has known this for a long time. He has just 

recieved $10 million from Amazon to build the next search on these principles. I believe, any serious 

contender to be the next Google has to embrace the power of mass collaboration. To my mind there is 

no other way. What do you think? 

 

 

 

http://www.vortexdna.com/
http://blog.vortexdna.com/
http://blog.vortexdna.com/the-dream-team-of-search/
http://www.brantonblog.com/?p=10
http://www.wikinomics.com/
http://blog.pmarca.com/2007/06/analyzing_the_f.html
http://en.wikipedia.org/wiki/User:Jimbo_Wales
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Raf Manji 

VortexDNA 

The major change in the area of search in 2012 will be the name itself. No longer will it be known as 

search; it will be known as receive. Yes, that’s right. We will no longer search for stuff—we will simply 

receive what we need. Search is an external process: I am looking for something. Receive is an internal 

process: I have everything I need inside me.  

The world of receive will be simple, painless and wonderful. With the right personalisation processes 

you will simply find that stuff finds you and not the other way around. Search is so laborious and often 

you have to wade through lots of irrelevant and meaningless rubbish until you find what you want or 

just give up. At the moment personalisation works on you loading up websites you want to see and 

blogs you want to read. With receive you will have a personal profile, probably a VortexDNA one, and a 

simple filter of areas of interest: sport, shopping, news, blogs etc. Within those headings you will have 

sub filters. Then you will receive information on a constant basis as required and formatted.  

So far so simple, but the best is to come. Within those filters you will get only relevant content as 

decided by your DNA profile. This means you will not get 100 stories about US politics or movies but 

ones which are relevant to you. If it’s not, just dump it and that gets recorded as a miss. Over time you 

will find yourself receiving everything you need. If you want a change then you just alter your settings. 

It’s easy. No more time wasting searching for stuff. 

Just sit back, relax and receive. 

http://www.vortexdna.com/


18 | P a g e   h t t p : / / b l o g . v o r t e x d n a . c o m  

 

Nitin Karandikar 

I've been writing about Search technologies for a while now, so when Kaila Colbin of VortexDNA offered 

me the chance to participate in a future-of-search marathon, I jumped at the chance! 

 

What will the search for information look like in the future - in five years, ten, twenty? Is it just more of 

the same, or will it look radically different? 

Looking Back  

Before looking to the future, let us first look at how far we have come. Danny Sullivan has a great post 

looking at a decade of search history and the various tribulations of past and present search engines - 

AltaVista, Ask Jeeves, Microsoft, Yahoo! and of course, the early Google. We owe a huge debt of 

gratitude to the tremendous contributions of these and other early pioneers of Search; Google, in 

particular, deserves a great deal of the credit for making web search ubiquitous outside the tech 

community. Indeed, "to Google" as a verb has become virtually synonymous with the idea of Web 

Search, much as the Xerox brand became synonymous with the idea of the photocopier in a bygone era. 

 

Google's venerable PageRank algorithm is certainly best-of-breed for the present, and Google keeps 

tweaking its results continuously. Given this progress in the Search area, can we still expect to see major 

improvements in search in the foreseeable future? As an analogy, consider the DC-3 airplane - the first 

truly modern airliner, it was powerful, safe, reliable and economical (indeed, some of these are still 

flying today). It revolutionized air travel, and with its introduction, many considered the aviation age to 

have arrived for the general public. And yet, early jet aircraft had already appeared on the horizon, so to 

speak; within a decade, this reliable workhorse was obsolete, overtaken by jet aircraft in the 

competition for public air travel. 

 

It could easily be the same with search. The key question that a search engine addresses is: what results 

do the maximum number of users find most useful for a given search query? PageRank is simply an 

approximation of the Wisdom of Crowds to answer this question. Is there a richer abstraction? Is 

Engagement the new black? Whatever the new approach is - in order to provide accurate results, it must 

work as implicitly as possible. 

 

We have only to envision the possibilities ... 

Looking Forward  

So let us take a speculative look at search, circa 2015. To look at it systematically, we can separate the 

search engine into the following components from a user perspective:   (To see this breakdown in visual 

format, check out my earlier post on an abstract architecture for search ) 

 

- Query specification 

http://blog.vortexdna.com/the-dream-team-of-search
http://blog.searchenginewatch.com/blog/060417-130526
http://blog.searchenginewatch.com/blog/060417-130526
http://blog.searchenginewatch.com/blog/060417-130526
http://blog.softwareabstractions.com/the_software_abstractions/2007/06/the_hidden_dang.html
http://blog.softwareabstractions.com/the_software_abstractions/2007/06/the_hidden_dang.html
http://blog.softwareabstractions.com/the_software_abstractions/2007/06/the_hidden_dang.html
http://en.wikipedia.org/wiki/Douglas_DC-3
http://blog.softwareabstractions.com/the_software_abstractions/2007/05/a_conceptual_ar.html
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- Base Index 

- Relevance Algorithm 

- Results Visualization 

- Ongoing Interest 

 

Let us consider the possible future directions for each one in turn. 

Future Directions  

 

Query Specification (Input) 

 

Google pioneered the keyword-centric, minimalist approach for specifying the search query, and all the 

major search engines follow that lead. But the search criteria could be so much richer; instead of 

experimenting with different types of keyword searches to find the information they need, users could 

simply provide additional criteria up front to qualify their request. 

 

Admittedly, this approach does not work for everyone. The casual user would get reasonable defaults, 

which would automatically get updated with regular use to their favorite values; the topical researcher, 

on the other hand, would actively tinker with these widgets in a "power user" mode. (Google already 

supports this type of functionality in a limited fashion.) 

 

Some possible advanced features for specifying the query are given below: 

1. Content Spec:  Enabling the user to dynamically specify the data sources to be included, based 
on domain, reputation, social network, and so on 

2. Scope:  Input for seamlessly limiting the scope of the search, to Enterprise or personal data  
3. Qualifiers:  Allow the user to add more information to disambiguate result matches, e.g. 

qualifying if "Java" means the programming language or the island  
4. Parameter ranges:  Domain-specific parameters can be extremely valuable even to a general-

purpose engine (see #5 in the section on Relevance Algorithms below)  
5. UI paradigms:  Text keywords are a limited form of input. The actual input mechanisms could be 

more visual, in the form of sliders, buttons, fields and other UI widgets. Imagine, for example, 
that as you move a slider, the search results change or an increasing number of results appear 
on the page!  

6. Multiple Profiles:  Personalization does not always have to be implicit. A user could explicitly set 
up profiles to represent different interests - professional, hobby, personal and so on, so that 
switching the profile would quickly change the areas of interest  

 

 

Base Index (Content) 

 

This is a core area of concern for search engines: what is the scope of content to be considered when 

http://blog.softwareabstractions.com/the_software_abstractions/2006/10/metamojo_vertic.html
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searching for information? 

 

The standard approach currently is to build web crawlers that continuously scan as many web sites and 

web pages as possible; the scanned content is then used to build a master content index that is then 

updated regularly. This index is then used as the basis when searching for information. 

 

For the base index, the big changes in the future are likely to involve both the scope and understanding 

of the content; here is a short list: 

1. Rich media search, e.g. true indexing of audio and video content  
2. Dynamic content search (searching the invisible web )  
3. Integration of personal, web and corporate information  
4. Perspective-based search, e.g. conservative vs liberal, hard news vs opinion, and so on  
5. Subset creation, on-the-fly, e.g. to search for domain-specific data  

 

 

Relevance Algorithm (Mechanism) 

 

This is, of course, the most-debated topic when discussing the future of search engines. Clearly, many 

different approaches and technologies show promise; some of these are noted below: 

1. Personalization (but without storing personal info )  
2. Social Input / Wisdom-of-Crowds (which has its pitfalls )  
3. Social Graph: where your selected network of people help improve search results (Robert 

Scoble has recently gotten religion about this concept; Danny Sullivan rebuts )  
4. Semantic Processing: of both, the query AND the content   (will this let the Search Engine find 

answers that we never knew we had?)  
5. Parametric Search:  Vertical search engines already routinely offer domain-specific parametric 

search; for example, job search engines allow the user to specify the all-important location of 
the job as a primary criterion. Can this type of feature be generalized, so that as a user drills 
down deeper into search results, an increasing number of parameters can be offered?  

6. Human-powered Search, for either the short head or the long tail of search  
7. Swarm Intelligence: Mimicking biological search, such as Ant colony optimization, particle 

swarm optimization, and so on  

 

 

Results Visualization (Output) 

 

Again, Google leads the way with its minimalist approach: simple headings, links and snippets of text. 

This is slowly changing, with the new "Universal Search" approach from Microsoft, Google and others; 

Ask.com is a leader in this area. 

 

Search engines of the future will likely implement completely new paradigms for users to navigate and 

http://en.wikipedia.org/wiki/Deep_web
http://vortexdna.com/content/get-more-relevant-search-results.html
http://blog.softwareabstractions.com/the_software_abstractions/2007/01/search_and_the_.html
http://scobleizer.com/2007/08/26/why-mahalo-techmeme-and-facebook-are-going-to-kick-googles-butt-in-four-years/
http://searchengineland.com/070827-121805.php
http://www.readwriteweb.com/archives/semantic_search_antidote_for_poor_relevancy.php
http://dondodge.typepad.com/the_next_big_thing/2007/06/powerset---open.html
http://searchengineland.com/070530-180000.php
http://adamjusko.wordpress.com/2007/07/18/bessed-mahalo-and-human-powered-search/
http://en.wikipedia.org/wiki/Ant_colony_optimization
http://searchengineland.com/070516-143312.php
http://www.readwriteweb.com/archives/how_alt_search_engines_implemented_universal_search.php
http://www.readwriteweb.com/archives/ask3d.php
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view search results. Often, meta-results - representing information about the results - are as important 

as the results themselves: users can figure out where a given result fits into the overall universe of 

results, and find the related results to an item of interest that has been found. 

 

Some possibilities for results display are given below: 

1. Tag clusters is not a new concept, but has yet to gain traction among the majors. Quintura, with 
its dynamic tag cloud display, has one of the best examples.  

2. Organize results information by content type, is something every search engine will have to 
think about in the future. For example, should news stories be presented in an "overview 
capsule" fashion, or organized as a timeline-based view? Dale Dougherty at O'Reilly Radar has a 
brilliant article on this topic: Journalism is burning.  

3. Follow-up actions - on viewing search engine results, a very common user action (as Greg 
Linden points out ) is to modify the current query, either to drill-down further or to try a 
different approach to find the required information. Google's "did you mean ..." feature is a 
step in this direction (although it leaves much to be desired ).  

4. Domain-specific visualization can significantly enhance the understanding of results. This is 
similar to the data organization point above, but focused on the display itself; results from 
different vertical domains may require very different visualization techniques, such as colors, 
graphs, images, trend lines, heat maps, topographic charts, and so on. [For a list of the more 
exotic variations, check out this amazing list from Smashing Magazine.]  

5. Dynamic scoping - enabling users to widen or narrow search results, based on different criteria - 
such as geography (local or global), site authority, timeliness, point of view, domain, and so on - 
is a powerful feature, that will continue to grow in importance.  

 

 

Ongoing Interest (Notification) 

 

This can be best explained as a Reverse search, where it is the content that finds the user - thus turning 

the concept of search on its head. 

 

Most of us have ongoing interests in certain areas; they could be professional, social or personal. It 

makes a great deal of sense for the search engine to keep track of these interests and pro-actively notify 

the user at some periodic interval of new items that fit those interests. Google Alerts is an early example 

in this direction. But enhancements to its functionality in the future could significantly boost its utility. 

 

Some day, search engine notifications could support the following features: 

1. Diverse Mediums:  Many search engines already support email notifications. What's to stop 
them from adding support for many additional delivery mechanisms, such as IM, SMS, widgets, 
the twitter API, and so on?  

2. Levels of Detail:  Allowing users to set the scope and organization of information presented.  
3. Prioritization:  This is a key feature! Once users are able to set priorities for different types of 

searches and for different areas, this can be used to drive the other features. For example, send 

http://www.quintura.com/
http://steve-wheeler.blogspot.com/2007/08/quintura-eats-it-up.html
http://radar.oreilly.com/archives/2007/08/journalism_is_b.html
http://glinden.blogspot.com/2007/07/people-often-repeat-web-searches.html
http://glinden.blogspot.com/2007/07/people-often-repeat-web-searches.html
http://glinden.blogspot.com/2007/07/people-often-repeat-web-searches.html
http://blogoscoped.com/archive/2007-05-24-n36.html
http://www.smashingmagazine.com/2007/08/02/data-visualization-modern-approaches/
http://www.google.com/alerts
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me the headline about a breaking news event directly relevant to my blog, as an instant 
message, but email me a digest of the day's results for baseball scores.  

4. Schedules:  Some search results make sense only at certain times of the day; e.g. traffic search 
results are only relevant at commute times on work days.  

5. Dynamic Control:  Finally, empowering users to assert dynamic, granular control over their 
search alerts would make this functionality truly powerful. For example, once I've been notified 
about a breaking news story, I might want to artificially boost its priority and delivery method to 
continually get updates quickly and efficiently.  

 

Power and Responsibility  

As search engines start including a few or many of the features described above, search will grow 

increasingly more powerful. It will get easier to find any information we want, quickly and easily. 

Whether the information is high-level or detailed, global or local, general or specific, past or present, in 

any domain - no nugget of human knowledge shall escape this relentless spotlight. 

 

Is shining a light on the darkest corners of the web always a good thing? As a webbed superhero once 

told me (and a few billion others) - "With great power comes great responsibility!". Privacy advocates 

are rightly concerned with the growing power of global web search engines; ongoing efforts from official 

and community channels are essential in minimizing abuse. A related issue is that web content can be 

archived and searched in perpetuity - the societal effects of this phenomenon have not yet begun to be 

understood.  A recent New York Times column highlighted this issue (paid content; here's a perspective 

on it from Slate magazine ). 

Conclusion  

Clearly, search engines will continue to evolve, and a future engine might well have many of the 

improvements described above, in the next ten years. But how about even further out—say, 2020 or 

2030? Will disruptive changes in networking, computing and information technologies radically change 

the way search engines operate? A change in the nature of human thinking, interaction and social 

customs would be even more dramatic, and could cause a change in the nature of search itself. 

 

This is, of course, a fertile area of speculation more in the realm of Science Fiction (for now): for 

example, will we one day need a galactic search engine? Can we create microscopic information-

matching agents, either biological or atomic? Results that suddenly become available to the user as 

knowledge in the brain? An "implicit" search engine that finds information as we need it?  Why not? 

http://www.slate.com/id/2172701/
http://www.slate.com/id/2172701/
http://www.slate.com/id/2172701/
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Charles Knight 
AltSearchEngines 

Collaborate or Perish 

My wife and I were walking down the hallway of the local hospital the other day, and the in-house 

newsletter was displayed in a box attached to the wall. The box was notched so that the headline could 

be seen as people passed by.  This day, the headline consisted of only three words, so they were 

especially large.  It read, "Collaborate or Perish."  I never did read the article, but I did take a copy of the 

newsletter home, cut out the headline, and placed it on my keyboard, where it sits right now.  

"Collaborate or Perish," it reminds me, every time that I sit down to work. It sits on my keyboard 

because I think it answers Kaila's question; "What is the Future of Search?   

I haven't read any of the other "Dream Team" essays (because they are not available), but I imagine that 

they cover well trends in Search such as Verticals, Personalization, Semantic Search, Natural  Language 

Processing, etc. I may be wrong.  Regardless, if they do, it would establish, in my mind, that view of the 

future which takes existing trends and mentally extrapolates them a few years into the future. Then you 

just describe what you "see." 

Extending today's trends makes perfect sense; in fact, it makes the most sense.  After all, if there is a 

trend towards "green" fuel alternatives (to combat the trend of global warming), then isn't it incumbent 

upon the futurists to tell us that in 2010 we'll all be driving cars that run on Ethanol?  This can be called 

the majority view, i.e. common sense. Whatever is happening now will likely continue. To argue against 

it, against trends that are here, now, puts a tremendous burden of proof on the naysayer. 

One such minority view is called "Science Fiction."  I could claim, as Sci-Fi movies do, that in 2010 we will 

have solved all of today's linguistic hurdles. That you will be able to talk to your computer as easily as 

you talk to a friend; how could you disagree?  Maybe there will be a scientific breakthrough, and maybe 

there won't.  Maybe Semantic Search will succeed, and maybe it won't. Sci-Fi just presumes that there 

will be a breakthrough.  I don't mean to imply that this approach is always wrong.  For my money,  Jeff 

Han's multi-touch invention (Microsoft's Surface) is a the fulfilment of the Sci-Fi movie Minority Report. 

I also haven't read the "other" Dream Team's articles, those written by Google, Yahoo!, Microsoft and 

Ask executives (I imagine that they won't read this one either).  I don't attend those conferences either.  

No excuses, but I am just not wired to listen to major search engines talk about the future of major 

search engines.  As I have said repeatedly, it just reminds me too much of the Big 3 U.S. automakers 

smoking fat cigars, only to go bankrupt for not imagining that they could ever have – wait for it – 

competition. Yahoo!, MSN and Ask have already, in the year 2007, shown us that they cannot compete 

with Google.  Even if all three of them merged into one I doubt that they could do it.  They are second 

tier search engines, and they always will be.  

So, Kaila, my prediction for Search in the year 2010 is not a prediction at all, it is a possibility.   

http://www.altsearchengines.com/
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This probably won't surprise anybody, but the Future of Search rests with the 100 or so best Alternative 

search engines. 

Visit my blog ("Visit my blog, please!”) www.AltSearchEngines.com, and you can scroll to your heart’s 

content until you are convinced that they already have all of the innovation that they need to go after 

the Big G.  But, and this should be the "but" heard 'round the blogosphere, they have been, they are, 

and they will be just so many gnats on an elephant's back as long as they remain separate. 

What would worry you most: 100 little BBs, 10 bullets, or one cannonball coming at you?  Which would 

you prefer on your arm, the soft rays of the beach sun, or the same rays focused to a super-hot point 

with a magnifying glass? (There's that new UI again!)  How about a drag race between a Corvette and 

thirty 10-hp mopeds, or one 300-hp Camaro?  There is strength in numbers, but not when they are 

individually wrapped.  Collaborate or Perish.  If the Alts don't begin their collaboration now, the Google 

cycle will just continue unchecked.  

[The Google cycle:  

1. Look at the Top 100 Alternative Search Engines.  

2. Imitate their approach, hire their talent, or just buy some of them outright.  

3. Replace the now-missing Alts with lesser quality ones.  

4. Repeat steps 1-3.] 

Collaborate or Perish.  The Future of Search in the Year 2010 cannot be known, because that decision 

has yet to be made. 
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Ephraim Schwartz 

In ten years search will be in the form of an electronic assistant, most likely activated by voice. Users will 

talk to their assistant and describe what they are looking for. The assistant will use a rules engine in 

order to "understand" i.e., place in its proper context, a query. When necessary the assistant will be able 

to ask questions in order to narrow the search down. 

The search assistant will also learn from previous search queries in order to understand individual 

phraseology quirks of the user. Much like speech recognition can understand a word spoken in English 

by an Australian, British or American speaker. 

The search engine will be driven by a combination of rules and key word recognition. 

 

Ran Geva I 

Here are some insights in regards to how the results page should look: 

1. The user usually uses the results title and snippets to determine the relevancy of the results. I 

think the snippets will become dynamic where the user can increase the detail of the result's 

snippets on demand.  

2. The results page should be more interactive as the user should point the search engine to the 

right direction. The user will be able to do so by clicking on certain words in the snippets that 

relate to the subject.  

3. The search engine should categorize the search results (discussion, news, blog, academic and so 

on) and offer the user the ability to direct it towards the right direction by "zooming in" on a 

relevant category.  

4. Only the most relevant search results will appear fully on the screen (as they do today), but the 

next batch of results that could be as relevant but in a different category will also be visible by 

title (without snippets) and by a low opacity. The user might decide the these results are 

relevant and by clicking on the search engine will re-adjust the search results focusing more on 

the category selected.  

5. User collaboration: A user could register with a user name and password and choose to store 

the search queries performed. Once another registered user searches for the same/similar 

query, the search engine will match the two (or more than two) and offer the user to interact. 

The users can help each other find the relevant information since they are both interested in the 

same field.  

6. User archives: Users should be able to save the best results they found in relation to a query. 

Other users could search these archives.  
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Ran Geva II 

We have a saying that “The prophecy was given to the fools” (loosely translated from Hebrew) that 

basically means that only fools try to foresee the future. Since I don't consider myself a fool (at least not 

at this point in my life) I will start by saying that I have no idea how search engines will work but I have 

some ideas about how they should. 

After the previous unnecessary paragraph I will dive right into the subject in hand. Basically all 

proprietary search engines are built out of four parts: data collection (crawlers), data storage (indexing), 

data extraction (searching) and data presentation.  

Data Collection – the Crawler: 

 The crawler is the part that goes over the information and collects it. In my view, this is one of the most 

important components in a search engine. The crawler has control over: 

1. The amount of data being collected. 

2. The quality of the data that is collected. 

Data Quantity: 

The coverage of a search engine is a key element in its overall quality. We as users would like our search 
engine to be aware of any piece of information out there. Currently, Google has massive amount of 
crawlers indexing the web, but even they admit they stand no chance in covering what is really out 
there. I don't really believe in giving a percentage of what is really covered since we know the volume of  
what we crawled, but we don't know what we missed, so we cannot really calculate this simple formula.  

The future of the crawlers should be in diverting resources from hundreds of centralized crawlers to the 
millions of users surfing the web. Let the users’ computers act as crawlers. This will save bandwidth and 
be much more efficient in finding the “dark parts” of the web. I actually think Google is already utilizing 
this method when we use some of its free software. They of course ask our permission to do so as they 
should. The problem with this method is with the indexer and I will refer to that later. 

Data Quality: 

The information is out there, there is a whole ocean of it – no worries there. Let’s say we were able to 
collect it and successfully store it. If we are unable to correctly analyze it, then we will have problems 
retrieving it in a relevant way. Not all web pages where created equally, different pages have different 
roles. Inside the pages, different segments of text serve a different purpose.  

It is very important to discriminate between the importance of web pages in dependence of the 
contextual meaning (e.g. PageRank), but it's as important to discriminate between the different parts of 
text inside these pages and to analyze their meaning. 
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The future of search engines should include crawlers that “understand” the page structure and detect 
the role of each part.  

I will give an example: 

A simple Wikipedia page has titles, paragraphs, different words are marked by underline/bold notations 
and we can calculate the importance of the document by its structure. We can assume that titles are 
important, bold and underline words are significant. The frequency of a word in a paragraph related to 
the diversity of words in the text serves another important role. The above considerations (and more) 
could be applied to many web pages that should be categorized as articles. Now what about web pages 
from discussion based sites? The structure and PageRank importance of these pages is completely 
different. The crawler should analyze the page as a discussion and not as an article since a discussion has 
a title, a topic and replies. The considerations taken into account should be applied to the separate parts 
on the discussion. A discussion has a date and replies. Text inside the 22nd reply does not have the same 
importance as the one in the 1st reply or the topic. Many times, the discussion page includes a text inside 
the page that has nothing to do with the discussion in hand. The crawler should be able to decipher 
between these document segments and textual attributes. The better it does the job, the more relevant 
the results we will get. 

User intervention 

I am not a big fan of users affecting the quality of the results. A good result for your query doesn't have 
to be a good one for mine. It might work for a very simple query with one or two words, but certainly, 
when the query becomes more complex, even a human wouldn't necessarily understand what one is 
asking for. User intervention in rating and grading a document can cause damage and skew the results 
since it cannot be normalized into a known and predictable algorithm.  

Data Categorization 

The crawler should apply categorization scheme upon each document. This categorization will help the 
user guide the search engine to better focus the results in case the focus was in the wrong place. The 
categories should match today's “vertical” search engines; for example blogs (technological, gossip, etc.), 
news (world, regional, science etc.), discussions (reviews, opinions, Q&A etc.) and so on. 

Section Conclusion 

The crawler is the intelligent agent that collects and analyzes the data. There should be millions of 
crawlers, analyzing every piece of data on the web. The analysis should take into account the structure of 
the page, its category and prioritize its internal content accordingly.  

Data Storage and Indexing 

The future search engine should be updated about the content on the World Wide Web in real-time. 
Today, search engines priorities the resources they crawl, in order to stay updated with the most 
important content in real time, but this is not enough and the road is long. 

As mentioned above, once the crawlers collect the data they should pass it on for storage. If we accept 
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the idea that the users' computers should act as crawlers, data from millions of computers will flow into 
one or more centralized data centers. There is a need for a vast amount of processing power in order to 
process data at this rate. It's like trying to count all the water molecules of the Niagara Falls as they 
splash in (or maybe I'm vastly exaggerating but you get the idea).  

Section Conclusion 

More data centers and more computational power should be invested in indexing incoming data in order 
to meet the real-time demand.  

Data Extraction 

The search and extraction of the data that has been crawled and stored, has very much to do with the 
quality of the crawling. If the crawler was able to analyze the page importance in regards to its 
contextual meaning correctly, and to determine the page structure by using categorization methods, it 
would be much easier to retrieve the relevant document for a certain query. 

There are many debates about how a user should interact with the machine – in our case the search 
engine. Currently, we as users need to rewrite the way we speak in order to interact with a search 
engine. Many times we need to completely rephrase a sentence so a search engine will “understand” it 
correctly (hopefully). No doubt, there is a need to solve this problem. Again, this is not the case when 
the search query is simple and contains only few and straight forward keywords. Unfortunately, many 
times this is not the case and a good search engine should be able to analyze the meaning of our search 
query. Semantic search engines are on the right path. 

I also think, previous queries in the immediate time frame should be taken into account. When a user 
tries again, after failing to receive good results on a previous attempt he/she is “hinting” the search 
engine where to focus and what to fix.  

Section Conclusion 

The future search engine should try to understand free text and use semantic method to better 
“understand” what the user is looking for. It can also interact with the user by suggesting more keywords 
in order to narrow down the filled of interest.  

The same query could return different results (and more accurate) for different users if the engine takes 
into account the previous queries the user entered (in the immediate time frame).  

Data Presentation 

If a search engine conquered all the technological barriers but the presentation layer isn't good it failed. 
The presentation is the place where the user sees the results returned in response to a query. If the 
results weren't good enough, the search engine should supply an easy way to refine them. The user has 
very little tolerance; the interface should be highly intuitive and fast.  

Giving too much information around the results is a big mistake, since the user will get lost. Too much 
flash and animation is cool and fun but not in the long run. When a user is looking for information it 
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should be to the point.  

The preview snippets should have the ability to be easily expanded further since this is where our eyes 
are focused when we check out the results relevancy.  

I really don't like the image previews of the website – It breaks the design flow, colors are mixed, the 
preview is usually out dated and if not the user cannot read the text on the page. For reading the text we 
have preview snippets that are ordered by relevancy and marked when needed. 

Summarize 

The future search engine should be a simple one on the front end. It should be fast, intuitive, and the 
user should easily guide the engine to refine the results when needed. The back-end should be adjusted 
to handle mass amount of information retrieved by millions of crawlers and analyzed according to the 
type of the document.  

Combining all things said above should create an easy to use, intuitive, up-to-date “find-engine”. 

 


